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ABSTRACTS


Session 1:  Vision in the natural world

Gender Differences for Animation, Lisa Gralewski, Neill Campbell, Ian Penton-Voak (University of Bristol)

Much research has been carried out on the role of head motion and facial expression in the recognition of emotion, sex and identity. Gender differences exist in the manner in which men and women express emotion. Women tend to move their entire countenance more than men, for instance moving their cheeks and lips more frequently whilst smiling. It has been well established that emotion can be categorised from static images. However, it has also been shown that emotion as well as gender can be recognised from an animation of an androgynous 3D head where shape and texture have been removed. Therefore, it has been suggested that head motion and changes in facial expression encode gender information. The work presented here shows that both the head movement and the facial expression of male and female subjects can be clearly categorised using temporal/dynamic auto-regressive models. These models are constructed using video footage of ten subjects (5 male, 5 female), shape data is collected by labelling key landmark points on the face. We form two data sets:

1)
All motions (rigid head transformations and expressions)

2)
Non-rigid facial motion only (as if the head were clamped).

Both datasets are made shape and scale invariant (by warping each to an average face) so as to remove gender difference due to size and shape of each individual’s face. We use these two datasets in order to investigate whether gender difference from shape data are due to rigid motion only or also due to changes in expression (non-rigid facial motion). Principal components analysis (PCA) is applied and shape responses are found for each video frame. An auto-regressive model is trained using each image sequence and a self-organising map, when trained using the model parameters, clearly shows distinct clustering due to gender. Using these models it is possible to synthesise new sequences that display either male or female facial expressions and head motions similar to that of the original data. New models can be interpolated to provide a blend of male/female motion and facial expressions and computer animations driven using such data.

The perception of speed of an approaching projectile, Simon K. Rushton 1,2, Philip A. Duke 2 (1 Cardiff University; 2 York University, Toronto, Canada)

An object travelling towards an observer at 10cm/s has an instantaneous angular speed at each eye of 0.18 deg/s at 2m but this rises to 4.6 deg/s at 40cm.  If an observer is to recognise the speed of motion-in-depth of the object at 2m and 40cm is the same they must “factor out” the effect of distance.  We report the results of two speed judgment experiments designed to determine whether observers can do this.  The observer’s task was to judge whether the speed of motion-in-depth of an approaching object was greater in the first or second of two presentation intervals.  One interval contained a standard with a velocity of 0.6, 0.75 or 0.9m/s.  The initial distance was either 1.6 or 2.4m, and could be the same or different in each interval.  If speed of approach is judged veridically (distance is “factored out”) then relative speed should be perceived correctly.  If distance is not completely factored out, near trajectories will appear to travel faster than far ones.  This bias was what we found.  We will describe how the visual system might avoid this “problem” in relation to catching a ball and also show under what circumstances the approach speed can be judged veridically.

Localisation errors during active control of a target object, Ian M Thornton 1, F Caniard 2, B Friedrich 3, P Mamassian 4  (1 Swansea University; 2 MPI Tübingen, Germany; 3 University of Glasgow; 4 University of Paris V, France) 

When a drifting grating is viewed through a stationary aperture, the global position of the aperture is displaced in the direction of local motion (Ramachandran & Anstis, 1990, Perception, 19, 611-616). The purpose of the current study was to assess whether such displacement continues to occur when observers actively control the global position of the aperture. We created a simple game in which observes where given a birds-eye-view of a curving pathway along which they had to guide a target object. The target object was a gabor patch with a spatial frequency of 1 cycle per degree and an extent of approximately 2.5 degrees visual angle. The pathway was scrolled downwards to create the impression that the object was moving upwards along the path at a constant velocity. The vertical position of the target object was fixed at the centre of the screen, and a joystick was used to adjust the horizontal position so that the aperture was always centred on the pathway. In separate blocks we varied the speed of local motion in the aperture from 0 to 3 cycles per second, in steps of 0.5 cycles. When the grating was stationary, observes were able to guide the target object along the path with virtually no errors. As the speed of local motion increased errors also increased, reaching an asymptote of 27 min arc at 1.5 cycles per second. These results suggest that active control of an object cannot overcome the perceptual displacements induced by the drifting grating.

Supported by EC grant HPRN-CT-2002-00226.

A simple heuristic for knowing whether to brake before a bend, Richard M Wilkie, John P Wann (University of Reading)

Successful locomotor control is fundamental for our survival. From the avoidance of predators to interception of food it has shaped our evolution and perhaps because of these pressures we have become remarkably effective at controlling self-motion through the world. This skill translates equally to the everyday case of driving down modern roads, or racing in a Grand Prix. We present a model of how drivers can rapidly determine, early in the approach, whether a reduction in speed is required to steer an unknown bend. This may also be used to judge whether a “racing line” is achievable without reducing the vehicles velocity. The proposal is that by fixating a point on the upcoming bend through which you wish to pass, you ensure that your visual system has access to gaze rotation information. The rate of gaze rotation, after it is scaled by perceived velocity (picked up from retinal flow), informs you whether your current velocity exceeds vmax for a specific bend. This proposal builds on our previous model of locomotor control where active gaze provides effective and accurate information to allow successful and safe driving.
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Although eye movements recordings have been made for over a century, it is only in the last 15 years that much attention has been paid to the way we use our eyes to guide the actions of everyday life. Much of the renewed interest has resulted from the development of mobile eye trackers that don’t require an immobile head in a laboratory. In this talk I will discuss a number of rather different activities: cricket (why batsmen don’t keep their eye on the ball), driving (where we get the information we need to steer by) and tea-making (what roles do individual fixations play in coordinating each component action). The general role of the eye movement system seems to be to direct gaze to the point that provides the most useful information at the time, which invites the further question:  What does the eye movement system itself need to know in order to supply the information that the motor system needs to do the job?   

Session 2: Saccade characteristics

The effects of remote distractors on saccade programming, John M Findlay, Samrah Ahmed (University of Durham)

Some years ago, we demonstrated a consistent and automatic effect whereby presentation of a simultaneous distractor at a remote location increases the time taken to program a saccadic eye movement to a target (Walker et al, 1997 Journal of  Neurophysiology, 78, 1108-1119).  In this follow-up study we asked whether the effect would be present in a visual search task, and whether the effect would be modulated by the similarity of the distractor to the search target.  Targets were either red or green spots and the task was to make a saccade in a prespecified direction (left or right) to a target of a prespecified colour (red or green).  There was always a target of the appropriate colour at either 4 deg or 8 deg in the specified direction, which on some trials was accompanied by a distractor of the opposite colour, also in the specified direction.  A simultaneous distractor stimulus was presented on 81 % of trials, either at the fixation location, or at 4 deg or 8 deg on the opposite side as the target.  Distractors were either the same colour as the search target, or the opposite colour.   Distractors at the fovea substantially slowed saccade programming and the effect was greater for distractors of the colour of the search target.  Distractors in the periphery also slowed the programming, but the effect showed almost no modulation by the colour of the distractor.

The parallel programming of voluntary and reflexive saccades, Robin Walker 1, Eugene McSorley 2  (1 Royal Holloway Univ. London; 2 University of Reading)

This study used a two-step paradigm to investigate the parallel programming of consecutive, reflexive (stimulus-elicited) and voluntary (endogenous), saccades.  The latency of voluntary saccades made in the two-step conditions was substantially reduced compared to voluntary saccades in the single-step control condition.  Thus, voluntary saccades made in the two-step conditions appeared to be programmed, at least partially, during the time the first reflexive saccade was being programmed and initiated.  Furthermore, this latency reduction was observed when the second voluntary saccade was made in either the same, or opposite, direction to the first reflexive saccade. There were no observed dual-task interference effects and the requirement to make two saccades in quick succession did not result in an increase in the latency of reflexive saccades when compared to the single-step control condition.  The latency of the first reflexive saccades increased slightly when a second voluntary saccade was required in the opposite direction, and decreased when a second voluntary saccade was required in the same direction.  The results support the view that two saccades (one reflexive stimulus-elicited and one voluntary generated by an endogenous goal) can be programmed in parallel (pipelined).  The observed interference effects also support the idea that the two responses are generated in a common motor map rather than relying on separate neural pathways.
On the mapping between saccade latency and visual processing time, Casimir Ludwig, Iain Gilchrist (University of Bristol)

A common assumption in oculomotor research is that variability in saccade latency corresponds to variability in available visual information over time. We tested this assumption through examining saccadic choice in a contrast discrimination task. In Experiment 1, observers indicated which of two Gabor patches was of higher contrast, whilst maintaining central fixation. The internal contrast response to a 2 c/deg Gabor patch was larger than the response to an 8 c/deg patch at short exposure durations. Over time the contrast responses to the two patches converged. In Experiment 2, observers performed the same contrast discrimination task, but were free to move their eyes. If the latency period corresponds to the time available for visual processing, short latency saccades should be directed to the lower spatial frequency more frequently than long latency saccades. Saccade latency was varied by either keeping the fixation point visible throughout the trial (overlap condition), or having it disappear shortly before display onset (gap condition). Saccade latencies were substantially shorter in the gap condition, but this was not associated with an increased tendency to first look at the lower spatial frequency. Thus, variability in saccade latency does not map onto variability in visual processing time. We hypothesise that saccadic choice in this paradigm was governed by the output from peripheral filters tuned to different spatial frequencies, and that the output of these filters is unaffected by the gap manipulation. Variability in saccade latency must arise after the relevant visual signals have been conveyed to the oculomotor system.

Saccade trajectory curvature has low spatial sensitivity but high temporal sensitivity, Eugene McSorley 1, Robin Walker 2, Patrick Haggard 3  (1 University of Reading; 2 Royal Holloway Univ. London; 3 UCL)

The trajectories of target directed saccades have been found to curve away from distractors. The sensitivity of this effect has been shown to be low with distractors at considerable distances from the target causing significant curvature (McSorley, Walker & Haggard, 2004). However, Walker, McSorley & Haggard (in press) have recently reported that saccades curve towards a distractor when directed to a target which appears at an unpredictable location. Here we addressed differential spatial sensitivity of saccade trajectories to predictable and unpredictable target locations.  Subjects were required to saccade to a target whose location was either predictable (central arrow cue) or unpredictable (no cue). Distractors were presented at systematically greater distance from the target (45, 90 and 135 deg). We found that saccade trajectories curved away from the distractor location for both predictable and unpredictable targets. Spatial sensitivity of the saccade trajectory to the distractor was found to be low and curvature was found to be inversely related to distractor distance from target. Latencies were ~280ms and increased with distractor distance from target. In this experiment, and in a further one in which fixation was removed contiguous with unpredictable target and distractor onset, saccade curvature was found to be related to latency with quicker saccades deviating towards distractors and slower ones away.  This was confirmed in an experiment in which the fixation was removed at various temporal intervals relative to the target and distractor configuration (-200, -100, -50, 0, 50, 100, 200 ms). The strong relationship between saccade latency and trajectory curvature suggest changes in the evolution of a coarse inhibitory signal which suppresses an eye movement to the distractor.

The influence of complex distractors in the Remote Distractor Effect, Valerie Brown, Simon P Liversedge, John M Findlay (University of Durham)
This paper reports three experiments that examine the influence of complex distractors in the Remote Distractor Effect (RDE) paradigm.  This paradigm (Walker, Deubel, Schneider, & Findlay, 1997) measures saccade onset latencies to targets presented at varying distant locations within the visual field. Experiment 1 examined whether different types of linguistic and other distractors modulated the RDE in any systematic way. All distractor types resulted in an RDE.  Linguistic distractors produced prolonged saccadic latencies for central versus peripheral presentation.  Non-linguistic distractors produced equivalent saccade onset latencies for central and peripheral presentation and these were significantly shorter than those produced for all types of linguistic distractors.  This unexpected finding was investigated in Experiment 2, which showed that repeated presentation of a distractor, compared to distractors that change on every trial, results in reduced saccade latencies for centrally presented distractors, regardless of the distractor status i.e. linguistic or non-linguistic. In Experiment 3 this ‘constancy’ effect was reproduced for same category repeated and changing distractors, and a difference in saccade onset latencies was obtained between two types of linguistic distractor at an intermediate peripheral presentation location. Latencies for single target trials were influenced by the type of distractor they were presented with, and it was shown that although saccade onset latencies are modulated by distractor complexity, RDE magnitudes are not.

Session 3: Salience, motion, and movement

Saccades are not special, they are the same as finger movements, Chris Harris 1, Mark Harwood 2 (1 University of Plymouth; 2 City College of New York, USA)

Visually guided saccades are remarkably stereotyped having velocity profiles that are roughly symmetrical for amplitudes below about 15 degrees and becoming more asymmetrical for large amplitudes. Peak velocity, duration, and amplitude fall on the so-called ‘main sequence’.  For neurophysiologists, these phenomena reflect underlying brainstem ‘hardware’, which is unique to the saccadic machinery (proximal cause). For others, they reflect an optimal control strategy for redirecting the fovea to a new visual target (distal cause), which just happen to be enabled by brainstem circuitry. Interestingly, previous data and optimal control models suggest similarities to arm reaching trajectories. We set out to examine this possibility by precisely measuring point-to-point finger movements, using temporal and Fourier analyses. Finger position was recorded at 400Hz with a resolution of 0.1 mm from 3 subjects. In the temporal domain, we found that velocity profiles were bell-shaped and approximately symmetrical. A ‘main sequence’ remarkably similar to saccades was also observed. Fourier transforms revealed minima at 1.61, 1.38, 1.52 times reciprocal duration, which are similar to saccade minima  (1.57). High frequency slopes of the energy maxima were -6.92, -7.00, -7.28, which are also similar to saccades (-7). These temporal and spectral measurements show remarkable similarities between saccades and finger pointing movements. Indeed, apart from simple different time and amplitude scalings, saccades and finger movements have identical trajectories. Given the completely different neuromuscular architecture, we conclude that the specific neurophysiology of the saccade machinery does not dictate their trajectories, or equally, understanding the neurophysiology does not help us understand the trajectories. Instead, we propose that both types of movements have evolved to maximize the same fitness function, and we show that both can be fit by the minimum variance model. 

Deficits in the ‘on-line’ control of reaching and grasping movements in stereodeficient adults. Dean R Melmoth, Alison L Finlay, Michael J Morgan, Simon Grant (The City University)

Reaching and grasping actions are executed more efficiently under binocular control than when using one eye alone. The specific source of this binocular advantage remains unknown, but one proposal (Morgan MJ, 1989, Nature 339:101-103) is that horizontal disparity cues may provide key information about the relative position of the hand as it closes in to contact and grip the target. To test this, we compared the speed and accuracy of binocular versus monocular reaching and grasping performance in normal and stereodeficient (SD) adults. Hand movements to objects of different size and location were recorded using a 3D motion-capture system (ProReflex, Qualisys). Profiles of the wrist velocity, spatial path and grip aperture were examined for on-line errors, and key dependent measures of the movement kinematics were analysed. The results showed that both subject groups executed their movements more efficiently under binocular control than when using monocular vision: removing binocular information increased the durations of the terminal reach and object manipulation phases, increased the occurrence of ‘on-line’ corrections during these phases, and led to poorer grip scaling at the point of object contact. The binocular performance of the SD subjects was, however, significantly worse than that of the normal adults on all of these measures, especially among those with the severest reductions in binocular stereoacuity. Our data support the proposal that binocular disparity processing is normally utilized to control the actions of the hand as it approaches, contacts and lifts solid objects.

A salience ripple in a homogeneous field, L. Jingling and L. Zhaoping (UCL)

Salience is commonly believed to be uniform in a homogeneous field. When the field stops at the border, which is more salient, the local variation of salience in space is expected to be monotonous with distance from the border. However, here we show an example of non-monotonous variation of salience caused by a border of a homogenous field. Zhaoping’s theory (2003, J. Physiol. Paris, 97:503-15) of a salience network in the primary visual cortex (V1) predicts a local peak of salience at a location several texture elements away from a border of a homogeneous texture. This is the ripple effect from the border, due to intra-cortical interactions in V1. The effect is predicted to be stronger when the elements are parallel to the border, and weaker when they are sufficiently tilted from the border. This study aims to detect the ripple effect by a visual search task for a target located randomly relative to the border, since the underlying saliency is expected to affect the search performance. The border location is also independently randomized. The elements in the two textures were parallel and perpendicular to the border, respectively, in Experiment 1, and tilted 45 degree and -45 degree to the border, respectively, in Experiment 2. The reaction time was examined as a function of the distance between the target and the border, and a peak in reaction time at a distance of around 6 element units was found in parallel texture, but there was no peak in other texture regions. This spatial variation of reaction time in a particular texture region matches the spatial variation of salience predicted by the saliency model of V1.

Judging motion during sinusoidal pursuit, Tom CA Freeman 1, Jan L Souman 2  (1 University of Cardiff; 2 Utrecht University, The Netherlands)

One strategy for judging motion during pursuit eye movement is to compare retinal motion signals with extra-retinal information about eye velocity. Recent evidence suggests that area MST is responsible for integrating these two types of signal, turning retinal motion into motion estimates relative to the head. Most previous work considers the amplitude of signals arriving at the site of integration, couching perceptual misjudgements in terms of relative signal size alone. Temporal relationships have received little attention, partly because most studies concentrate on the perception of motion during constant eye movement, a judgement that is independent of temporal mismatch. This is not the case during sinusoidal pursuit, however, because differences in both gain and phase of retinal and extra-retinal signals could influence the motion subsequently perceived. We developed a linear model of the processes involved, one that allows both gain and phase information to be extracted, using simple amplitude-matching experiments in which eye-moving and eye-stationary intervals are compared. The model has two parameters, the ratio of extra-retinal to retinal gains and the difference between the signals’ phases. To test the model we examined amplitude matches as the relative phase of retinal motion and eye movement was adjusted, keeping the amplitude and frequency of both constant. Careful consideration was given to the actual eye movements made. The model fit the data well, with one observer effectively blind to extra-retinal information. For the other three observers, gain ratios were substantially less than 1 while phase differences were relatively small and different in sign across observers, suggesting that differently-sized motion signals arrive at the site of integration at approximately the same time. This interpretation was confirmed in a second experiment, in which retinal phase was held fixed and relative amplitude manipulated. The data suggest that inaccuracies in amplitude-matching during sinusoidal pursuit are mainly due to the relative size of retinal and extra-retinal signals and not their temporal relationship.

From Op Art paintings to gaze stability in migraine sufferers, Johannes M. Zanker1, Will Allen2 , Ute Leonards 2 (1 Royal Hollway Univ. London; 2 University of Bristol)
Using simple black and white patterns Op artists created vivid sensations of movement, thus feeding a lively scientific debate about visual processing mechanisms underlying motion illusions in static images. Recent studies point into the direction of a rather simple account in terms of retinal displacement due to involuntary eye movements, which lead to characteristic motion interference patterns (Zanker & Walker, 2004, Naturwiss 91: 149-156). Because oculomotor dysfunction has been discussed (Chronicle & Mulleners, 1996, Cephalalgia 16: 525-35) for migraine sufferers (M’s) and because M’s appear to show more visual discomfort than controls (C’s) when viewing striped patterns (Marcus & Soso, 1989, Arch Neurol. 46: 1129-32), we wondered whether we could demonstrate that they perceive stronger motion illusions in such Op art paintings. We developed a new method to quantify the strength of the illusion for synthetic ‘riloids’ that were inspired by some of Bridget Riley’s paintings, to replace the unreliable rating scale used previously: observers compared in a 2AFC paradigm the motion sensation for a given test stimulus with that for a set of reference stimuli, which were combinations of a riloid and a checkerboard pattern at different contrast ratios. The dominance of the riloid in the compound pattern led to a strong motion illusion, whereas a dominating checkerboard led to a static percept – with a continuous scale of illusion strength between these two extremes. The method generates psychometric functions, which allowed us to compare the illusion strength for different test stimuli, and to study differences between M’s and C’s. The results so far show no difference between these two groups, but we can only conclude that the relative efficiency of different patterns to elicit the illusion is similar for M’s and C’s. Future experiments will have to show whether the absolute susceptibility might still be different between such patients and controls.
Poster Presentations

Multi-local statistics of gradient directions in natural images, Alexandre Nasrallah and Lewis Griffin (UCL)

Our study of natural image statistics is motivated by the belief that image priors can be found which can usefully be exploited by image analysis algorithms. In particular, we hypothesise that multi-local analysis, when informed by multi-local statistics, can provide a general approach to

the problems of grouping elements in an image and interpolation of missing data. Specifically we have chosen to study the multi-local statistics of gradient directions in natural images. Gradient directions are important because:

· they are invariant to monotonic transformations of the image intensities.

· gradient directions are expressed solely within the image space, which is also where the inter-relations of a multi-local configuration reside.

· their distributions of values are roughly uniform over a finite range, which makes for simpler statistical analysis.

One can classify image statistics on the basis of the number of points considered. For example, as is already known, if one simply collects all the gradient directions from a set of natural images, one finds an excess of horizontal and vertical contours in natural images. This is an example of 1-point statistics. In our second study, we have gone beyond this to consider what effect knowledge of the gradient direction at one point has on one’s expectation of the gradient direction at another point (2-point statistics), and how does this dependency vary with the configuration of the two points. For 3-point statistics we have studied the statistics of the gradient directions at a triangular configuration of points. As with the 2-point study, we have studied the effect of changing the separation between the points, but for simplicity have stuck with an equilateral triangular configuration. Based on our 1-, 2- and 3-point studies we have established the significance of n-point dependencies, by comparison with (n-1)-point dependencies. Our results show that significant 3-point dependencies exist. These dependencies are over and above the 2-point dependencies between pairs of points from the triple. Our results show that to fully capture the regularities of natural images it is necessary to model 3-point interactions. Our next step is to discover if it is necessary to model 4-point interactions.
Scanpaths.org: how to create a central online archive of scanpath data?, Stavri G. Nikolov1, J. B. Pelz2 (1 University of Bristol; 2 Rochester Institute of Technology, USA)

The recently created Online Archive of Scanpath Data (Scanpaths.org) is located at http://www.scanpaths.org/. Its mission is to provide the research community with a central online repository of scanpath (eye-movement) data gathered by different laboratories and companies around the world in various experiments and applications. This data, especially when well documented and available in a common eye-tracker independent format, could be used by researchers to develop new gaze-tracking and visual information analysis algorithms and systems, without having to recreate the experiments carried out to collect the original data. The term “scanpath” was first used by Noton and Stark in (Noton and Stark, Vision Research and Science, 1971 and Science, 1971). Over the last forty years considerable evidence has been accumulated from different experiments with natural images that the human gaze selects informative details, i.e. that eye fixations tend to fall on or near important details of images. In addition, arising from this interest in scanpaths, a number of powerful techniques have been developed recently that explore the statistical properties of eye-movement patterns and relate these with important characteristics of the visual stimuli. For the purpose of the Scanpaths.org archive we consider a “scanpath” to be any eye-movement data collected by a gaze-tracking device, where information is recorded about the trajectories (paths) of the eyes when scanning the visual field and viewing and analysing visual information. Such data usually consists of gaze-direction, fixation position and duration, saccade duration, etc. Our definition of scanpath is broader than the one used by most researchers (including Noton and Stark’s original definition) but it allows us to include in a single framework and compare data collected from different experiments and in various applications. Although data from reading, eye-typing and other experiments can also be considered as scanpaths (if we use our definition) the data in the Scanpaths.org archive will be primarily from experiments dealing with the visual analysis of stimuli ranging from point targets to still or motion image sequences. All data sets which are contributed to the archive will contain as much as possible of the following information: (a) detailed experiment description that lead to the collection of this data and calibration data; (b) raw eye images recorded by the eye-tracker’s camera(s); (c) scene or display images which are synchronised with the raw eye images; and (d) scanpath data as recorded by the specific eye-tracker. All scanpath data will also be available in a common eye-tracker independent format that will be defined by the research community as an open standard. Software tools that will analyse and visualise data stored in this common scanpath format will also be available from Scanpaths.org. The authors would like to acknowledge the support of several organisations and all contributors who helped us start this project.

Rapid learning enhances prehension performance in normal and stereodeficient subjects, Alison Finlay, Dean Melmoth, Michael Morgan, Simon Grant (The City University)

Previous reports suggest that it is only when viewing monocularly that normal observers use familiar relationships between retinal image location and size to program and control prehension (Marotta & Goodale, 1998, 2001; Gardner & Mon-Williams, 2001; Jackson et al., 2002). In the present study, normal and stereodeficient (SD) adults reached and grasped household objects (2 sizes, 4 locations) presented in a cue-rich environment, using binocular vision or only their dominant eye. Subjects completed 6 blocks of randomised trials in a session lasting 30-45 minutes. Their hand actions were tracked using a 3D-motion capture system, and later analysed on a trial-by-trial basis. The data revealed two learning effects that were independent of viewing condition or trial type. Both subject groups gradually reduced their peak grip apertures over the session and they rapidly decreased their grasping errors during the 1st block of trials, suggesting that familiar size cues can be used to improve grip planning and execution, even when binocular information about an object’s 3D properties is available. The SD subjects showed additional rapid learning effects: they reduced the number of ‘on-line’ adjustments in the terminal reach, and spent less time executing this movement phase and in gripping the object prior to lifting it. These findings suggest that SD subjects are particularly disadvantaged in unfamiliar situations, but quickly interpret monocular cues to object distance to partially offset their deficits in controlling hand closure (see Melmoth et al, this meeting). They also raise the possibility that processing of monocular spatial cues in ventral stream cortex contributes more to the control of grasping in individuals lacking binocular vision than in normal observers (Culham et al., 2003). 

The consequences of eye position for nystagmus patients, Debbie Wiggins, Jonathan Erichsen, Tom Margrain, Margaret Woodhouse (Cardiff University)

Congenital nystagmus is an oculomotor disorder characterised by a bilateral, conjugate and predominantly horizontal, constant involuntary movement of the eyes, generating large retinal image velocities and subsequently degrading visual acuity. Congenital nystagmus accounts for between 6-10% of children who are registered partially sighted or blind in developed countries. The position of the eye in the orbit greatly affects the characteristics of the involuntary oscillations, including amplitude, frequency and waveform type. The direction of gaze in which the intensity (i.e. amplitude x frequency) of the oscillations is minimal is termed the “null position” and is of great importance to the congenital nystagmat, allowing for enhanced visual performance. However, it seems unlikely that a preferred null position is chosen solely on the basis of intensity reduction, as nystagmus intensity correlates poorly with visual acuity. The length of foveation periods and the accuracy of foveation are believed to best predict visual performance. However, much controversy remains regarding the strength of association between any measured eye movement parameter and visual acuity. In this ongoing study, we are recording the eye movement behaviour of congenital nystagmats in conjunction with VA measurements over a range of gaze positions in order to determine the waveform parameter/s that most influence visual performance. Eye movements are recorded by infra-red oculography. Visual acuity is measured using Landolt C targets. As the work is in progress, we will report our findings to date. The long-term goal of our study is to establish clinical norms that will help to determine the potential of therapeutic interventions for improving visual performance.

This study is made possible through the generous financial support from the Nystagmus Network, UK and The Royal Society.

Seeing patterns and faces, James Stiller, Graham Edgar, Dianne Cathawood (University of Gloucestershire)

It has been argued that repetition and reflective symmetry reduce the amount of information required to interpret visual stimuli (Attneave 1954; Chater 1997). Using a backward masking methodology a participant's ability to recognise various 10 x 10 checkerboard patterns was tested across a variety of conditions. These conditions included repetition, reflective symmetry and a combination of the two. The results show a trend at earlier inter-stimulus intervals (ISI) for a bias towards correct identification of repetitive stimuli and at higher ISIs a bias in favour of reflective symmetry. These results were examined further in terms of the rapid processing of facial features and facial configuration.  
Reading speed and the self-similarity of word shape, Arnold J Wilkins, J Smith, T Beare (University of Essex)

The first peak in the horizontal autocorrelation of the image of a word provides one measure of its spatial self-similarity. The self-similarity, so defined, varies with the component letters and the fount. Words such as “will” with high self-similarity are rated as having a “striped” appearance. Fluent adult readers were asked to read aloud rapidly passages of randomly ordered common words. The passages comprised words with high self-similarity or words with low. The former took 5-10% longer to read, regardless of the particular vocabulary used. The size of the difference depended on the fount and the vertical spacing of the lines, but not the presence of ascenders and descenders. The results suggest that it is the letter strokes and their spacing within the spatial context of a paragraph that affects reading speed, rather than the spatial outline of the word - the so-called word shape.

Facilitation and masking from an encoding-transmission-decoding (E-T-D) model of contrast coding and the consequence of 1/f intrinsic noise, Keith Langley (UCL)

Background: When increasing the physical contrast of a temporally modulated visualized test stimulus, the temporal frequency attenuation at  high temporal frequencies may decrease, contrast discrimination thresholds may  decrease (facilitation) for moderately low test contrasts  but increase (masking)   for high test contrasts.  To explain these effects, an Encoding-Transmission-Decoding (E-T-D) model of contrast perception that employs multiple temporal channels  (sub-band coding) and assumes a 1/F  model of input noise is proposed. Methods: The encoded signal, which is degraded by 1/F input noise is transmitted over a noisy communication channel and is assumed to be reconstructed by the decoder. Two constraints are placed upon the communication channel, namely, an upper bound on the variance of the encoded signal, and a soft constraint placed upon the encoding weights. Results: The E-T-D model predicts that the contrast threshold for the encoding temporal filters depends upon the signal to noise ratio of the transmitted signal and thus increases as a function of the temporal frequency of the test stimulus.  The switching on of the higher temporal frequency encoding filters which depends upon both contrast and temporal frequency is shown to account for the decrease in temporal frequency attenuation as a function of contrast. Facilitation and masking of contrast discrimination thresholds, as calculated from variance of the communication system’s mean-squared error arise because of the combined effects of the hard constraint placed upon the channel constraint (masking) and an increase in contrast sensitivity from the switching on of the highest temporal channels (facilitation). Interestingly, the 1/F input noise assumption is also shown to shift the temporal frequency of maximal contrast sensitivity from lowpass (low signal to noise ratio) to bandpass (high signal to noise ratio)  tuning. Conclusions:  The proposed model provides a viable alternative to the idea that one’s perception of contrast is exclusively governed by a de-correlation stage of contrast coding by suggesting instead that the contrast transfer function of an E-T-D model may better explain contrast perception.

On the costs and benefits of display format in a video-based observation task. Kenneth Scott-Brown, D P Mann (University of Abertay)

It is widely assumed that the presence of colour information aids recognition in active vision tasks such as visual search. The present study sought to establish the influence of display format on observers’ ability to spot suspicious or criminal activity in a naturalistic setting. A series of non-violent incidents were shown to participants who were then asked to describe what they saw. The video clips depicted different contexts for action, varying from suspicious behaviour to larceny. Participants (n=32) viewed four scenes; each of which was presented in colour, colour time-lapse, monochrome black and white (B&W), and B&W time-lapse). Overall detection rates were less than 0.25 (in line with previous findings (e.g., Levin et al., 2002 British Journal of Psychology 93 289 - 302). However, contrary to our initial predictions, detection rates were better in B&W than colour conditions (0.37 vs 0.25 for streaming 0.22 vs 0.09 for time-lapse). The results show that, in certain circumstances, the addition of colour can impair the ability to detect target behaviour in visual scenes. The results support Wichman et al’s contention (2002 Journal of Experimental Psychology-Learning Memory and Cognition 28 509 - 520), that colour contributes to processing load at different levels in the visual hierarchy. A component of the effect might be due to limitations in ability to make multiple comparisons (Scott-Brown et al., 2000 Visual Cognition 7 253 - 267).

Visual fields and migraine, D E Harle, B J W Evans (Institute of Optometry London)

The literature suggests that visual field dysfunction may be more common in migraine sufferers, with some authors suggesting a link between glaucoma and migraine. In two separate masked control trials we have compared both Humphrey Swedish Interactive Threshold Algorithm (SITA) and Humphrey Frequency Doubling Technology (FDT) visual field data in migraine sufferers and in controls. For one of these studies Optical Coherence Tomography (OCT) data of the optic disc architecture was also obtained. We found no statistically significant difference between the groups for these findings and conclude that there is unlikely to be an association between migraine and glaucoma.

Stereo cue reduces interference by irrelevant orientations in bottom-up saliency, Nathalie Guyader, L Jingling, L Zhaoping (UCL)

Li proposed that the saliency of a visual location is determined by the most activated V1 cell’s response, rather than the summation of separate responses to different features (Zhaoping Li, 2002, Trends in Cognitive Sciences, 6, 9-16).  This has been confirmed psychophysically using two texture stimuli: (i) one has two neighbouring textures of uniformly oriented bars, forming a border between them by the orientation contrast,  (ii) another is a regular texture of bars whose orientation alternates spatially between two other orientation values. Zhaoping and May (2004, Society for Neuroscience Abstract) showed that the reaction time to localize the texture border in the first stimuli is prolonged by the superposition of the second stimuli onto the first. This is called the interference by the second, task irrelevant, stimuli, and is consistent with the V1 theory but contradicts the summation theory between different orientation features.  Since V1 cells are sensitive to stereo disparity, we ask if the interference persists by adding depth cue.  Here we measure the reaction time as a function of depth difference between the two stimuli using the same paradigm. Preliminary data show the interference by the second stimulus persists, but can be reduced with non-zero depth between the two stimuli. Since V2 but not V1 cells discriminate between true and false matches (Cummings and Parker 2000, J. Neurosci. 20, 4758-4767), this implies that stereo perception is first provided by V2. Our data suggest that the reduced interference is caused by the participation of V2 in the task.

Around the clock surveillance: simple graphic disturbance in neglect carries implications for the clock drawing task, Alastair Smith 1, Iain Gilchrist 1, Steven Butler 2, Monika Harvey 2  (1 University of Bristol; 2 University of Glasgow)

Drawing is widely used as a diagnostic tool in the study of unilateral visual neglect, and the clock-drawing task in particular can yield useful indices of behaviour. It is generally believed that aberrant graphic production, such as the misplacement of numbers, reflects a visuo-spatial deficit, and that drawing itself (i.e. the circle) is unaffected by the syndrome. Here we show that neglect is closely associated with a drawing disturbance that affects the production of simple circles. 16 right-hemisphere stroke patients copied circles of various sizes and their drawings were measured for size accuracy. We found that patients with more severe neglect produced greater scaling errors, consistently drawing the circle smaller than its veridical size. Errors were not in the horizontal axis alone: shrinkage occurred equally in both height and width axes. This suggests that neglect can co-occur with non-unilateral constructional difficulties that serve to exacerbate the symptoms presented. We argue that this be taken into account in the administration of drawing tasks in order to facilitate a more quantitative approach to neuropsychological testing. 
Why is it like something to see? Sue Blackmore (Bristol)

As our understanding of the visual system improves, the problem of consciousness only gets worse. The traditional, though largely unspoken, assumption in cognitive science is that information processing in the multiple parallel streams of the visual system results in a rich and detailed representation  of the world outside. This representation then becomes what we experience, or “the contents of consciousness”.  But how can a representation become a subjective experience? No existing theories can answer this question. Active theories of vision provide a completely different way of thinking about the problem and hence a possible way out. In the most extreme of these, the sensorimotor theory of vision, O’Regan and Noë  claim that seeing has nothing to do with building representations; seeing is acting. O’Regan argues that this solves the problem of subjectivity because what you experience is the sensorimotor contingencies you are currently manipulating, or know you can manipulate. This does not deal with the problem that most of the “manipulating” that goes on in the visual system does not contribute to consciousness (and I shall question what this means). The theory also has some strange implications. For example, it predicts that if two people were fed the same visual input but it was correlated with eye movements in one and not in the other, then one would see normally but the other would be blind. I shall discuss other implications of the theory and question whether it really can help to explain subjectivity.
Recognition of subtle emotional expressions is facilitated more by motion signals than perception of change, Emma Bould, Brian Wink (University of Wolverhampton)

Facial expressions can be recognised from the motion signals that are produced when they are expressed, but this has rarely been explored for subtle expressions. Video clips of subtle expressions emerging from neutral faces were created and presented in three conditions. In the ‘Dynamic’ condition participants saw 4 equally spaced stills from the video clip, beginning with neutral (1) and ending with the final still (4). In the ‘Static’ condition participants saw only the last still (4). In the ‘First-Last’ condition participants viewed only the first (1) and last still (4). Both Dynamic and First-Last conditions significantly facilitated recognition relative to the Static condition, but no difference was found between the Dynamic and First-Last conditions (for most expressions). This result suggests that the ‘change’ in the First-Last condition facilitates recognition, but that additional information, provided to strengthen the motion signal in the ‘Dynamic’ condition, did not facilitate recognition any further. However, in a second experiment, the number of stills in the Dynamic condition was increased from 4 to 9 stills (with the same first and final stills). In this 9-stills Dynamic condition recognition was significantly better than in the First-Last condition for all expressions. This result demonstrates that recognition in experiment 1 was not merely facilitated by a perception of change in the First-Last condition. In conclusion these results suggest that the characteristic motion signals associated with the emergence of expressions provide an important cue that can facilitate recognition of subtle expressions.
A biomimetic research platform for active vision research (demonstration), David Gamez 1, Iain Gilchrist 2, Owen Holland 1, Rob Knight 1, Tom Troscianko 2, Ben Vincent 2  (1 University of Essex; 2 University of Bristol)

As part of the EPSRC project ‘Machine consciousness through internal modelling’, we are building a humanoid robot with some strongly biomimetic systems for supporting and controlling head and eye movements. The range of tasks to be explored will include visual search and visually controlled reaching and grasping. The robot is unusual in that it incorporates many human-like skeletal features, including a flexible spine and neck, and a naturalistic muscle system using series-elastic actuators similar to those developed at MIT in the 1990s. A major consequence of this approach is that the robot forms an extremely sensitive and flexible structure, much closer in character to a relaxed human than to a conventionally stiff and rigid robot. A strikingly non-human feature of the robot is that it has only a single eye, a colour video camera mounted in a spherical enclosure, which is moved by close analogues of the muscles of the human eyeball. The vision system will have a fovea with a relatively high density of pixels (corresponding to somewhere between cat and human), and a peripheral area with resolution declining rapidly with angular deviation from the fovea. In the initial stages of the research, a functional analogue of the superior colliculus will use saliency maps to direct and control saccades and head movements with speeds and velocity profiles consonant with those of humans.
Change detection has no “history”, Michael J Wright, Nida Iftakhar (Brunel University)

In change blindness experiments following the “flicker paradigm” (Rensink, R.A. 2002. Annual Review of Psychology 53: 245-277), it is difficult to identify or locate major changes in a pair of images when these are repeatedly cycled back and forth across an ISI, and typically, a change is noticed only after many cycles. We carried out an experiment to determine whether change blindness occurs if a different item is changed on each cycle. 37 naïve observers viewed 44 slides each containing a random array of 10 clip-art pictures of objects and animals on a white background, presented at 2s. and separated by a 2s. noise mask. On each presentation, a single picture changed, and the task was to identify the changed item by naming it. Performance increased from chance level to 80% correct over the first 10 trials, then remained approximately constant. This level of performance is much better than that implied by the term “change blindness”, but over early trials, it is possible to make repeated and different changes without detection. The order of presentation of slides was counterbalanced across observers. This allowed us to test (independently of the strong practice effects) the effect of the number of slides that an object had consecutively appeared on before it changed – its “history”. Performance got better with later trials (F=11.3, df=1,27; p<0.005), but the effect of “history” was non-significant. It is concluded that change is not detected relative to an accumulating visual memory of a scene, and that the results are consistent with an “overwriting” hypothesis.
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